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ABSTRACT 

Yes-No answers have traditionally posed major difficulties 
in speech recognition: the amount of signal is too short 
and may lead to mis-recognition. We think that the speech 
signal itself, that is, intonation (F0 and energy) are not 
enough to fulfil this task. When the information the signal 
can provide is so little, we must look for other sources. 
This paper analyzes intonation and gestures to process 
yes-no answers in real dialogues in a human-machine 
system. This study is especially interesting when non-
lexical items are employed to substitute the words “yes” 
and “no” in casual spontaneous speech. 

We have studied 50 dialog extracts in Spanish. In our 
experiments trained evaluators report on the speakers’ 
answers. The evaluators relied mostly on gestures when 
the information was not clear. 

1. INTRODUCTION 

The analysis and processing of intonation have 
traditionally represented a major challenge for speech 
recognition. The development of dialog systems has made 
the formalization of intonational structures even more 
necessary. The fast advance made in the field has made it 
possible for dialog systems to cope with spontaneous 
conversations where intonation provides a great deal of 
syntactic and pragmatic information. In natural language 
dialog intonation determines, for example, whether the 
speaker is asking or stating (grammatical function); 
intonation also varies according to the speaker’s state of 
mind to express surprise, anger, happiness, boresome, etc. 
Much of the research conducted in the field has been 
oriented towards the emotional function of intonation. 

One pioneer project in incorporating prosodic information 
into a speech recognizer was VERBMOBIL [1]. To 
identify prosodic units the system was trained with multi-
level perceptrons. For each word, the system computes a 
vector which contains the prosodic features integrated into 
the signal input. This vector takes into account duration, 
pauses, the F0 and energy. The model also considers 
acoustic information, such as, word border and accent, as 
well as information on the dialog structure [2]. 

 In spite of these successful attempts, the complete 
integration of prosodic information into spoken systems 
will not be possible in short term. In this paper we present 
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ce of how intonation can be complemented with 
sources of information to fully decode natural 

age. Much of the pragmatic information is to be 
 in the communicative situation itself: the speaker’s 
al background, deictic information, gestures, etc. In 
aper we present evidence precisely of this kind: we 
considered intonation and gestures alike and have 
red the weight each may have in understanding the 

 message. 

 research we have analyzed intonation and gestures 
the point of view of production and perception. We 
studied 50 dialog extracts (around 30 exchanges 
for a typical human-machine dialog situation in 

sh. The study focuses on a specific type of linguistic 
ure, that of yes-no answers. Yes-No answers have 
onally posed major difficulties at the speech 
ition stage: the amount of signal is too short and 

 times leads to mis-recognition. Following the results 
ed after our experiments were done, we think that 
tion alone can not fulfil this task: many times 
ers and listener rely on gestures for communication. 

e need to determine to what extent intonation is 
le in order to make the most of the signal analysis. 

experiment consisted in recording several 
rsations between an interviewer and the speakers. 
lected the sections where the speakers had to give a 
ve or a negative answer. Many times, these answers 
t done with lexical items, that is to say, the speaker 

 non-linguistic sounds to convey information. This is 
omenon common to all languages. We thought that 

ype of communication exchange could only be 
ssed taking into account intonation and gestures, and 
eemed perfect for our initial objectives. 

ve followed several stages in the experiment. First, 
ve identified the intonational contour of all yes-no 
rs that had been realized with non lexical items. For 
tonational labeling we have followed the ToBI 

lines [3]. We have slightly changed some of the 
 to adapt them to the intonational structure of 
lian Spanish. 

econd stage has consisted of the edition of the video 
arks to locate the precise point where the speaker 

their answer. 

ies of evaluators were trained for the experiment. 
task was to identify whether the non-lexical answer 
e speakers had uttered was an effective ”yes” or an 



effective “no”. The experiment was basically based on the 
perception skills of the evaluators. The first perception 
experiment was done exposing the evaluators to the audio 
recordings of the corpus. In the second perception 
experiment they had to watch the video recording with no 
audio output. 

In the next two sections we will explain the experiment in 
detail. In the last section we will analyze the results and 
final conclusions. 

2. COLLECTING THE DATA 

This experiment follows a previous one which consisted in 
an interview made to several Spanish native speakers [4]. 
In that study we analyzed the function of intonation and 
gestures in yes-no answers, too. This initial experiment 
served as a starting point for the study that we present 
here. To begin with, the experiment consisted in asking 
different questions to several speakers. During the 
interview the speakers were asked about their personal 
tastes and opinion on different issues. Every question in 
the interview had to be answered with a yes or no.  

In this new experiment we have recorded several 
conversations extracted from different interviews made to 
Spanish speaker from southern and northeastern Spain. In 
contrast with the initial experiment, speakers maintain 
long conversations with their interviewer instead of 
merely answer a series of yes-no questions. The 
recordings took place outside a laboratory, at the speaker’s 
houses or offices. More than 21 hours of shooting were 
necessary for a final corpus of 7 hours and 22 minutes 
approximately. Speakers are between 25 and 65 years old 
and speak the Andalusian dialect (3 women and 3 men) 
and the catalan variety of Spanish (3 women and 5 men). 
(The fact that only 2 representative accents were chosen is 
irrelevant because our aim was to find out how intonation 
and gestures are complemented in conveying extra-
linguistic information). 

In the previous experiment, the researchers knew the 
answers given by the speakers because they had to fulfil a 
written questionnaire after the interview had taken place. 
Being just a simple interview that consisted of yes-no 
questions, it was easy to provide speakers with such a 
questionnaire. In the new experiment, many of the yes-no 
answers were not direct answers to content questions, but 
rather they had other functions, such as continuing the line 
of conversation, expressing agreement or disagreement, 
acknowledging the interviewer, etc. The only possibility to 
effectively know the intention of each speaker in each 
non-lexical “yes” or “no” was to show the recording to the 
speaker themselves. This implied a lot of work which was 
thought to be unimportant. The real concern was to 
effectively check whether a potential listener could 
actually understand the speakers’ answers after 
considering intonational information alone or gestures 
alone. 

After the recording and the pre-edition was finished, the 
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ed dialogs went through a further process of edition. 
the non-lexical yes-no answers were selected. The 
ion was split into the audio recording and the video 
ing on a separate basis. The audio recording went 
h a labeling process. To label the audio segments we 
ed the ToBI notation with some modifications. The 

ss of notation was done manually and for each 
dual their average tonal level was considered before 
bel was attached to the signal. 

2 of the 4 levels that ToBI traditionally offers have 
used for this experiment: the orthographic and the 
dic levels. The data merely contained isolated 
les and was impossible to detect accent groups. 

t the first level we can find the orthographic 
presentation 

t the second level we find the prosodic notation. We 
ave only considered the symbols L and H due to the 
ct that the data contain syllables with a very short 

uration. %H and %L indicate initial pitch level, 
hile H% and L% are used to indicate final pitch 
vel. Pitch accents are also indicated with the 
llowing labels: 

H* indicates peak accent and is used when the 
accented syllable presents a tonal level at or 
above the speaker’s average tonal level. 

L* indicates that the accented syllable is found 
slightly below the speaker’s average tonal level. 

L*+H is used to indicate a low-rise movement. 

L+H* is used to indicate a pitch accent preceded 
by low pitch. 

ideo recording was also edited. Each yes-no answer 
receded and followed by a special mark at the right 
 of the image. 

 next section we will explain in detail how the 
iment was done. 

. EVALUATION OF THE CORPUS 

the corpus was ready and edited, the evaluation of 
ta was finally possible. For the evaluation 12 native 
ers were trained. These evaluators had to decide, 
ing to their native-speaking skills, what the speakers 
tually said when they had uttered a non-lexical yes-

swer. The objective was simple: if human evaluators 
 understand what the speakers had try to convey with 
answers decoding specific information, a machine 
easily be prepared to process that same information. 

valuation of the corpus was done in different stages. 
the evaluators were exposed to the audio recordings 
ut being able to watch the video images. They were 
 to write down what they thought the speakers meant 
their answers. For this perception experiment the 
tors were not allowed to listen to the whole 



conversation but only to the non-lexical yes-no answers. 
The main reason to select the target speech fragments only 
was to actually analyze to what extent one piece of the 
signal input contained all the information that the listener 
expects to hear, just as much as, for example, the sequence 
of sounds /jes/ contains all the information for a listener 
to perceive the word “yes” in English. 

In a second stage, the evaluators were exposed to the 
video images only. Thus, they had to watch the video 
recording and decide what they thought the speakers had 
said without listening to the audio recording. The edition 
of the video images could help them easily identify the 
target segments. 

The data was divided into two distinct sets to prevent from 
having one same evaluator listening to a conversation first 
and then watch the same conversation. This procedure 
would have biased the results. 

Finally, the evaluators could both listen to and watch the 
full corpus. 

 

4. RESULTS AND CONCLUSION 

The tables below show the results of the evaluation after 
the evaluators were exposed to the audio material only. 
The results shown are slightly better when the evaluators 
could listen to the whole conversation instead of the yes-
no answers alone.  

 

No. of yes-no answers Rate of 
understanding 

1105 59,2% 

Table 1. Evaluation of the audio material (dialog extracts) 

 

No. of yes-no answers Rate of 
understanding 

1105 62,4% 

Table 2. Evaluation of the audio material (full dialog) 

The following tables show the rate of understanding 
achieved after the evaluators were exposed to the audio 
material (mute mode). 

 

No. of yes-no answers Rate of 
understanding 

1105 95,2% 

Table 3. Evaluation of the video corpus 
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iewed merely made some gestures to give a yes-no 
r. On the other hand, very few answers were uttered 
ut being accompanied by gestures.  

 the evaluators finally had access to the full 
ings (audio and image) the understanding rate was 

lete. 

esults clearly show how the visual input is more 
tant to understand the message when no lexical 
ation is available for the conversations recorded. 
ext concern was how to formalize the information 
e evaluators had had access to when decoding the 
ge. We analyzed the prosodic intonation analyzing 
osodic curve of the given answers. The table below 
the results obtained once all yes-no answers were 

ed and analyzed. 

e prosodic analysis we used X-waves and followed 
BI notation as mentioned above. 

Prosodic Structure Percentage of 
appearance 

YES 55% %H H* L% 

NO 48% 

YES 29,8% %H L*% 

NO 60,45 

YES 22,9% %L L* L% 

NO 26,5% 

YES 34% %L !H* L% 

NO 21,7% 

YES 36% %L H-L* H% 

NO 42,8% 

YES 59,9% %L H-L*L% 

NO 74% 

Table 4. Prosodic information 

ve not being able to extract more information from 
mple data. The speech segments were so small that 
 times the intonational curve was not clearly 
ved. We should go on our research and explore other 
to identify what sort of audio clues the listeners use 
code this type of communicative signal. At the 
nt, not much can be said to determine when the 

h signal refers to a “yes” or to a “no”. 

urther conclusion that we can reach to is that if the 
 is so important in decoding a message, we should 
out some research to study how a human being 



reacts when communicating with a machine (speech 
recognition technology is usually incorporated into 
telephone or car applications, computer interfaces, etc.). 

We have noticed that speakers shared non-linguistic 
knowledge which determine the use of the same 
intonational patterns for this kind of communicative 
exchange. After comparing the results obtained in our 
initial experiment (interview) and this experiment 
(conversation) we have observed that many times the 
intonational pattern of a non-lexical yes-no answer is 
repeated. The next stage in our research will be to collect a 
larger corpus and analyze in extent if there exists a fixed 
intonational structure that speakers share and use. In the 
future, we also want to analyze gestures and see how face, 
hands and body combine to convey meaning.  
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