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ABSTRACT

This work explores the typological observation that syllables are
asymmetric in their treatment of onsets and codas; many languages
permit only onsets, few require codas, and none prohibit onsets. It
is theorized that phonetic and computational factors are responsi-
ble for these types of syllabic structures, and that optimal syllables
are those that enhance production and perception. This theory is in-
vestigated using connectionist models of word recognition and pro-
duction. Results indicate that certain consonant classes are more
easily perceived in CV syllables than in VC syllables, and that this
will lead to statistical preferences for these types of phoneme se-
quences within and across languages. These results are contrasted
with the more traditional view which posits innate symbolic mech-
anisms to account for phonological patterns.

1. INTRODUCTION
Formal syllable theory holds that words are not merely sequences
of phonemes, but are instead composed of hierarchically organized
units such as moras, syllables, feet and prosodic words [11]. The
complexity of these structures, and the fact that all languages seem
to be bound by similar constraints on them, might be interpreted as
suggesting that such abstract phonological units are components
of an innate linguistic endowment. This work explores an alterna-
tive theory of suprasegmental phonology, in which functional char-
acteristics of speech perception and production constrain possible
word forms, giving rise to abstract structures and the constraints
which act upon them.

There is an asymmetry in syllables, related to the status of on-
set and coda consonants. Beginning with Jakobson [5] it has been
observed that languages tend to impose stronger constraints on co-
das than they do on onsets. That is, many languages prohibit coda
consonants altogether (Hua, Fijian, Mazateco), and many others
strongly limit what consonants may occur in coda positions (e.g.,
Axininca Campa limits codas to nasals). In contrast, no language
prohibits onsets, and many require them (Klamath, Totonac, Ara-
bic).

This pattern has been captured in several different theoreti-
cal frameworks, most recently Optimality Theory (OT) [9], which
posits two general constraints governing the parsing of consonants
in syllables: ONS which states that syllables must have onsets, and
NO-CODA which prohibits codas. The degree to which a language
enforces a strict CV syllable structure is reflected in the rankings
of these two constraints relative to the class of Faithfulness con-
straints.

A different type of explanation for the asymmetrical charac-
ter of the syllable exists, however. It is possible that preferences
for onsets over codas hinges on the acoustic characteristics of pre-
and postvocalic consonants. For example, stop consonants have ar-

guably stronger acoustic cues if they immediately precede a vowel;
likewise, it is possible that other classes of consonants can be more
salient or discriminable in onsets, compared to codas. On this ac-
count, certain codas are dispreferred because the ability to use them
contrastively is deprecated compared to onsets.

This work investigates this hypothesis by testing the degree to
which the ability to discriminate consonant contrasts in onsets and
codas differ. However, it also expands on this perceptibility hy-
pothesis by investigating the degree to which these acoustic con-
straints will interact with constraints on speech production. As
we shall see, cognitive constraints on articulatory planning might
also affect the structure of syllables, by amplifying preferences for
certain syllable shapes, in an order to simplify the task of speech
production. The hypothesis is that the perceptionandproduction of
speech interact to constrain how a language’s phonological patterns
are learned, ultimately shaping sound patterns across languages.

This type of explanation is similar to other accounts of phono-
logical phenomena drawing upon perceptibility [12, 7, 3] and
speech production [1, 4, 13], suggesting that the ability to accu-
rately perceive and produce specific phonemes in specific contexts
plays a role in determining at least some phonological processes.
The present work addresses these types of issues within a some-
what different framework. Connectionist simulations are used in
order to examine the learning and processing of phonological pat-
terns. By teaching models to produce and perceive the relevant
types of patterns, we test hypotheses about the relative learnability
of certain types of patterns.

The first part of this paper explores the effect of syllabic posi-
tion on the acoustic cues of common consonant classes. A connec-
tionist simulation was used to model the recognition of CV and VC
syllables. It was hypothesized that if acoustic differences between
consonants in CV and VC syllables have a real impact on learning,
these differences would express themselves in the model’s perfor-
mance.

The second section investigates how these acoustic con-
straints carry over to languages that have more permissive sylla-
ble structure. A relatively simple model of speech production is
used to investigate how even languages which allow many syllable
forms exploit the aforementioned preferences for less marked syl-
lables. These preferences are amplified by the model in order to
better perform the difficult task of speech production; in so doing
the model develops behavior consistent with the notion of innate
syllabic constraints.

2. PERCEIVING SYLLABLES
In this section, we test the specific hypothesis that the preference
for onsets is due to acoustic factors. It is observed that the acoustic
cues for some types of consonants are diminished in coda posi-
tions. A survey of English reveals several instances of this, par-
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ticularly in obstruents. For example, stops are always released
when in onsets, resulting in bursts. In contrast, stops in codas are
occasionally unreleased, particularly word-finally and before an-
other stop, eliminating burst as a useful acoustic cue in these cases
[6]. Voicing can also be more difficult to distinguish in coda stops,
because of the tendency toward devoicing in non-prevocalic posi-
tions. Similarly, voiced fricatives can tend to be devoiced in coda
positions [2], diminishing the contrastiveness of voicing distinc-
tions in such cases. Admittedly, some languages might not follow
these phonetic tendencies. However, these processes seem to occur
across many languages, suggesting that there are real constraints
on the ability to produce certain acoustic distinctions in wordfinal
and non-prevocalic positions.

To test whether such differences will affect a consonant’s suit-
ability as an onset or coda, we trained two identical connectionist
models to identify either CV or VC syllables drawn from actual
speech samples. It was expected that resulting differences in the
models’ ability to learn to identify consonants in either onsets or
codas would reflect preferences in languages.

2.1. Model details
The syllable recognition task was implemented in a simple feed-
forward network, illustrated in Figure 1. Training stimuli were ob-
tained by extracting the desired syllables from the DARPA TIMIT
Acoustic-Phonetic Continuous Speech Corpus of spoken English.
The output of the model consisted of 28 nodes, each representing a
different vowel and consonant. The model’s task was thus to map
acoustic input to the identity of the phonemes making up this input.
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Figure 1: Network used in the first experiment.

Two input sets were used; the first consisted of 2,661 CV syl-
lables drawn from the TIMIT database. Consonants were stops (p,
t, k, b, d, g), fricatives (f,T, s, S, v, ð, z), nasals (m, n) and liq-
uids (l, r); vowels were from the set: (i,I, e, E, a æ,O, o, U, u, @).
There were 125 possible syllable types, representing most of the
possible combinations of CV syllables in set. 25 tokens of each
syllable type were selected at random, except in cases where fewer
instances were available, in which case all possible instances were
used. The second set was similar to the first, but consisted of 3,966
VC syllables from the TIMIT database, made up of the same con-
sonant and vowel types as the CV set. Care was taken to include

only VC sequences which did not occur before a vowel, assuring
us that the only consonants used in this set were codas, and not
onsets of the next syllable.

Training items were obtained by transforming raw waveforms
into fourteen 8 ms frames of 96 spectral coefficients (bandwidth:
31.25 Hz, frequency range: 0-3000 Hz) using a Fourier transform.
The result was a set of 1,344 spectral coefficients for each sylla-
ble in the training set Preliminary testing indicated that these pa-
rameters were not optimal for learning fricatives, due to the low
frequency cutoff. To offset this, a wider bandwidth (62.5 Hz) and
frequency range (0-6000) were used for obtaining training data for
syllables with fricatives.

Networks were trained over 200,000 training trials. Training
proceeded as follows: at the beginning of each training iteration,
a syllable was chosen at random from the training set, and pre-
sented to the model. Activation was propagated forward and the
resulting output was computed. The model was trained to pro-
duce the correct output using the backpropagation algorithm [10]
which compares the actual output to the desired output, and ad-
justs connection strengths in the network in order to minimize this
difference.

2.2. Results and Discussion

At the end of training, both network types were tested on their
respective training sets, in order to determine the extent to which
the models had learned the training phonemes. Figure 2 compares
the model’s ability to recognize the different phoneme classes in
the training sets. These results suggest that the model trained on
CV syllables did have an advantage in learning stops, fricatives and
nasals; no advantage was apparent for liquids in onsets.
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Figure 2: Results of the first experiment, indicating better identi-
fication of some consonant classes in CV positions, compared to
their VC counterparts.

The results of these simulations suggest that acoustic differ-
ences between certain consonants in onset and coda positions can
have an impact on learning phonemic contrasts. Speech perception
is a difficult task, due to the inherent variability and noisiness of
the speech signal, and thus it is not unreasonable to expect that lan-
guages will develop preferences for phoneme sequences that max-
imize phoneme discriminability (e.g., stops prevocalically), even
when other sequences are possible (e.g., stops non-prevocalically).
This would appear to explain why it is that languages enforcing
strict limitations on phoneme sequences will tend to prefer more
discriminable ones.
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Differences between the two sets are small, which is also con-
sistent with empirical data indicating that coda consonants are not
completely ruled out. The data instead suggest that small acous-
tic differences can have an impact on the distribution of syllable
structures across languages.

It is not our claim that onsets are universally more suitable
positions for all consonants. Our present results suggest the possi-
bility that some consonant types were less discriminable in codas
than others. However, we also note that languages which place lim-
itations on consonants in coda positions (such as Axininca Campa
and Japanese) also tend to neutralize contrast in this position, again
suggesting that discriminability plays a role in limiting how some
languages use codas. This theory also leaves open the possibil-
ity that some classes of consonants might be better suited to post-
vocalic positions, such as retroflexes in Austronesian languages
[12]. Nevertheless, because obstruents are the most highly attested
consonant type across languages [8], it is argued that this is the
source of the more generally-attested preference for onsets over
codas.

3. PRODUCING SPEECH
Many languages do not have strict CV syllable structure and in-
stead allow both onsets and codas. Nevertheless, speakers of these
languages show evidence of the same types of syllabic constraints.
For example, given the choice between the syllabic parses V.CVC
and VC.VC, English speakers will tend to choose the former over
the latter, even though both CVC and VC are admissible syllable
types. Moreover, speakers of such languages also seem to have
knowledge of hierarchical syllabic information, such as syllable
weight which allows them to assign stress or construct Feet and
Prosodic Words.

Such data suggest that acoustics alone are not sufficient to ex-
plain how language users acquire syllable structure. That is, even
speakers of languages which are not strongly constrained in the
choice of onsets over codas will nevertheless show knowledge of
suprasegmental structures. Since both CV and VC are legal syl-
lables in such languages, it is unclear how a learner of these lan-
guages will acquire a preference for one over the other. In this
section, we present a preliminary account of how these more com-
plex types of phenomena might arise in a functional mechanism.
On this account, abstract syllabic behavior is explained as the re-
sult of the interaction between constraints on articulatory planning
and perception.

To understand the role of speech production in the acquisition
of syllable structures, we again turn to connectionist models. In the
current simulation, the cognitive process of articulatory planning
is modeled by training a network to produce ordered sequences of
phonemes. The model was trained on a corpus of English syllables
of various forms, and then tested in order to ascertain how well it
had learned to produce the types of syllable shapes in the training
corpus.

An important observation about English is that while it allows
a variety of syllable shapes, there is a definite preference for syl-
lables beginning with consonants, over those beginning with vow-
els. For example, a count of syllable types in the CELEX database
showed that 45% of English words listed had at least one CV syl-
lable, while only 13% of words contained at least one VC syllable.

(This tendency appears to hold in other languages as well: 47% of
the Dutch words in CELEX contained CV syllables, compared to
14% with VC syllables).

The present simulation investigated how this trend toward
consonant-initial syllables might affect how speech production is
acquired. It was predicted that the nature of the production task
required the network to discover more abstract characteristics of
syllables – such as preferences for syllables with onsets, and prin-
ciples of rising and falling sonority – in order to fulfill the demands
of the task.

3.1. Model details
The cognitive aspects of speech production were simulated by
training a connectionist model to produce individual syllables as
series of consecutive phonemes. This was done by presenting a re-
current network with a set of phonemes as input (e.g., /blæk/), and
training it to output each phoneme in turn over a series of discrete
time steps (e.g., [b] - [l] - [æ] - [k]). The model architecture is
presented in Figure 3.
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Figure 3: Network used to simulate the planning of speech produc-
tion. The model was presented with group of phonemes as input,
and learned to produce the word as a sequence of phonemes on the
output.

The training set consisted of 3,122 monosyllabic English
words drawn from the American Heritage Dictionary; words were
encoded as phonemes which were themselves made up of phono-
logical features, such that each phoneme was expressed as a vector
of 18 binary bits representing “+” and “-” features. The training
frequency of each word was weighted based on the word’s log-
transformed frequency in the Wall Street Journal corpus.

3.2. Results and Discussion
At asymptote (200,000 training trials), the network had learned to
accurately produce each word in the training corpus. The model
was also tested before perfect performance was reached (after
50,000 training trials) in order to determine the types of syllables
the model had more difficulty learning to produce. This was done
by presenting the network will all the words in the training, and
noting those words on which the network produced errors (such as
incorrect or missing phonemes). Figure 4 plots the network’s mean
performance on several syllable shapes used in the training corpus.

These results indicate that the model was not performing iden-
tically on all syllable forms. Instead, it appears that the network
was better able to produce syllables with (C)CV shapes compared
to their VC(C) counterparts. This appears to be due to the statis-
tical preference for consonant-initial syllables in the training set;
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Figure 4: Results of the second experiment, indicating an asym-
metry in the model’s ability to produce consonant and vowel initial
syllables.

because the task of producing sequences of phonemes was some-
what difficult for the model, it developed internal representations
of syllabic structure permitting it to perform the task. For exam-
ple, the model carried with it specific expectations about whether
syllable tend to have onset. The result is that the model performed
more poorly on syllables that did not have onsets. This is in spite of
the fact that the model did not have direct access to the perceptual
characteristics of the words it was learning. It has acquired gen-
eralizations about syllable optimality based only on the statistical
nature of the input set.

4. CONCLUSION
The functional framework adopted in the present work holds that
phonological patterns can be transmitted lexically, rather than ge-
netically. That is, it hypothesizes that knowledge of abstract
phonological structure is not always necessary for learning phono-
logical principles. This is because the lexicons of languages are
shaped by phonetic and cognitive constraints, and therefore they
tend to contain important clues as to the nature of the underlying
phonological system.

We have explored how this might explain certain facts about
syllables, by raising the possibility that general principles of learn-
ing interact with facts about speech perception and production
to yield complex linguistic behavior. Connectionist networks are
well-suited to investigating this type of hypothesis, because they
allow us to implement tasks of perception and production within a
general learning system. Model performance is easily be assessed
and compared to empirical data.

The current work has dealt with a very small aspect of syllable
structure, namely the tendency for languages to prefer onsets and
to disprefer codas. We propose that acoustic factors tend to favor
the placement of some consonants in prevocalic positions, partic-
ularly obstruents. This tendency is not absolute - most languages
do not prohibit coda consonants altogether. However, it does yield
statistical preferences in lexicons, such that CV syllables will occur
more frequently in words than their VC. This statistical preference
is amplified by cognitive processes governing speech production,
in order to better perform the difficult task of speech production.
The result are languages which either prefer onsets over codas to
varying degrees, or disallow codas altogether.

The production model we present here might also account

for how syllable structures are used in the context of words. For
example, planning to produce sequences of more complex sylla-
bles might be more easily implemented if the sequences tend to
be more predictable. This is clearly the case in quantity-sensitive
languages, where the relative weight of a syllable can be predicted
based only on what is known about the preceding or following syl-
lable. That is, planning to produce a variety of syllable shapes
might be easier if general constraints are imposed on the order in
which these syllable shapes will tend to occur (e.g., the canonical
L-H of iambs).

The OT account mentioned in the introduction differs from
the present account, in that OT emphasizes the actions and inter-
actions of constraints like ONS and NO-CODA. Here the emphasis
has been placed on specifying the source of these constraints, and
the types of cognitive mechanisms which give rise to them. For
this reason, we propose that the present work should be viewed
as complementary, rather than contradictory to the more symbolic
OT approach. It further suggests that an important component of
constraints-based theories of language must be the search for an
understanding of the mechanisms which give rise to these con-
straints.
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