
Phonemes Classification with Recurrent Neural Networks

A. Espositoa,b,  R. Cegliaa

aInternational Institute for Advanced Scientific Studies (IIASS) Vietri sul Mare (SA), Italy, bINFM,
Salerno University

ABSTRACT

An automatic system, Rasta-PLP and Recurrent Neural
Network based, for classifying vowels, fricatives and nasals
from TIMIT has been built up. A new philosophy based on the
idea to use a short piece of the available signal was
implemented in the preprocessing phase. This allowed to save
memory space and computational time. On the testing data, the
results gave the 98.5% of correct classification for vowels and
fricatives, and the 97% of correct classification for nasals.
These results are significant considering that they have been
obtained using only 30 msec of the signal available.

1. INTRODUCTION
The aim of the research on automatic speech recognition is to
build up simple  recognizers yielding credible performance.
Two fundamental problems must be faced: 1) the encoding of
speech signal before to attempt its recognition, 2) the signal
classification. The starting point for both the problems is what
kind of speech segment we want to recognize. In the case of
large vocabulary, recognition must definitely rely on phoneme
or phoneme-like sub-units. The attraction is that if accurate
identification of vowels and consonants could be made, the
recognition of words and sentences could be resolved
automatically.
In the area of phoneme encoding the problem is that there is
indeed very little information in the waveform that can be
immediately used for recognition. This is mainly due to the
mixture of what depends on the speech content together with
what depends on the speaker or on the prosody (speed and
intonation). Several analyses in the frequency domain that
allow to some extent, to  separate speech content from
irrelevant information have been proposed, such as filter bank
analysis, smoothed spectrum, cepstral analysis, linear
prediction coding [1]. PLP and RASTA-PLP [2, 3], analyses
also have been introduced to improve the behavior of speech
recognition systems over phonemes. These algorithms related
to physiological observation on speech hearing and, at the
moment, they seems to better capture relevant information
from small speech segments such as phonemes. However, the
parameters of these algorithms generally use default values,
which are the same for all the phonemes without taking into
account the different nature of such segments. This results in
acoustic parameters whose robustness depend on the
preprocessing parameters.
In the area of phonemes classification new tools have been
introduced, such as neural networks [4,5,6] and they were
justified by their potential of providing  massive parallelism,
adaptation and new algorithmic approaches to the problem. The
initial studies demonstrated that MLP (Multilayer Perceptron),

with time delay units, provide excellent discrimination on
smaller samples of pre-segmented words (consonants and
vowels) which are otherwise hard to discriminate. However, to
obtain such results they used elaborated network architecture
and a specific set of data (based on utterances produced by a
small number of speakers). Other attempts to realize similar
performance using different databases (like TIMIT) and even
phonetic units (like vowels) which are much easier to
discriminate did not give the same results [1,8].
The present work approaches the phoneme recognition problem
using data extracted from the multi-speaker continuous TIMIT
database. It exploits (for the encoding problem) a modified
version of the Rasta-PLP preprocessing algorithm and (for the
classification problem) a neural classification approach based
on a  Recurrent Neural Network architecture. Moreover, it also
exploits the knowledge of the acoustic and perceptual features
which characterize speech segments such phonemes  (at
moment we are considering vowels, fricatives, and nasals).
Combining these aspects, the classification percentages
obtained (on the testing data) are better than those reported  in
the previous works of Zue [9],  Bengio [10],  Flammia [11],
Esposito et al.  [12, 13]. These authors also tried to recognize
consonants extracted from TIMIT, obtaining the recognition
percentages of 65%, 70%, 75% and 90% respectively. These
results were obtained with different and sometimes complex
procedures. The present work aims to improve these previous
classification performances. The reported experiments are
performed on  fricative and nasal consonants and on a subset of
American English vowels. Moreover, it aims to reduce the
memory space necessary for storing the preprocessed data and
the computational learning time.

2. THE SPEECH DATA STRUCTURE
The English phonemes used to train and test the net were
extract from TIMIT database. This database is composed of
English sentences produced by speakers from different
demographic regions of US. Each speaker read ten different
English sentences. Each sentence was labeled phonemes by
phonemes. Our data are extract from such sentences. The
sentences are different from one speaker to another. A total of
253 speakers (181 males and 72 females ) produced the data
used to train and test  the net. The speakers belonged to
different US region (dr1-dr2-dr3 in TIMIT) and consequently
showed different dialectal influences. The size of the training,
validation, and testing sets is reported in Table1 for each
phoneme.

3. THE PREPROCESSING PHASE
The speech signal was processed using the Rasta-PLP
algorithm[6].  PLP analysis uses concept from psychophysics
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Fricatives #[dh] #[f] #[sh] #[z] #[v] #[s]
Training 969 780 739 1233 680 2587

Validation 208 165 158 265 145 554
Testing 208 165 158 265 145 554
Vowels #[iy] #[ae] #[ao] #[ux] #[ax] #[axr]
Training 2028 1168 811 527 1071 1018

Validation 676 389 269 175 357 339
Testing 676 389 269 175 357 339

Nasals #[n] #[m]
Training 2050 1156

Validation 684 384
Testing 684 384

Table1. Size of the training, validation and testing sets.

of hearing in order to derive an estimate of the auditory spectrum.
Rasta-PLP adds a spectral band-pass operation to PLP analysis in
order to obtain acoustic features, which are robust to
distortions.Some parameter values of this algorithm where
modified  in order to capture some acoustic features of the
phonemes. Indeed, the speech signal was sampled at 16 kHz
instead of 20 kHz as in the original algorithm, weighted by a
Hamming window 10 msec long (20 msec in the original
analysis) and each succeeding frame of a phonetic segment
overlaps with the preceding frame by 5 msec (10 msec
originally). This analysis provided nine acoustic features (8
coefficients plus gain) at the rate of 100 frames/sec. A novelty
based on the following considerations  was introduced in the
preprocessing phase: the vocal tract is a time varying  system
producing a non-stationary signal, speech signal need to be
analyzed on a short-time window, the duration of which is
defined by the time constants of the articulatory apparatus (order
10-20 msec). This means that 20 or 30 msec of signal should
contain enough acoustic information about the speech segment
under examination. Therefore, only 30 msec of the signal
available was used as input to the net. Moreover, the net
performance was tested on two set of data: those obtained from
the first 30 msec of the speech signal and those obtained from the
central 30 msec of the speech signal. The aim was to test which
part of the signal contains more information on the phoneme
identity.

4. THE RECURRENT NEURAL NETWORK
ARCHITECTURE

To perform the classification task, we used a Recurrent Neural
Network [14, 15] which have turned out to capture the
relationships among sequences of acoustical events under
translation in the time of signal window that is being examined.
The network architecture consisted of an input layer (of 54 units),
a hidden layer (consisting of 48 units for fricatives, 50 units for
vowels, and 16 units for nasals) and an output layer (of 6 units
for vowels and fricatives, and 2 units for nasals).  The output
layer was connected back to the hidden layer. The network was
trained using an on-line back-propagation algorithm for partial
recurrent networks included in the SNNS neural network package
[17].

5. CLASSIFICATION  EXPERIMENTS
A set of experiments was carried out in order to test how the net
performances could be affected by quality of the data. To this
aim the net was trained once with data obtained through the
preprocessing of  the first 30 msec of the signal and once again
with data obtained from the preprocessing of the central 30 msec
of the speech signal. Five simulations were performed for each
set of data using the same network architecture. The averaged
results are reported below for each class of phonemes under
examination.

5.1. Experiment 1: fricative’s classification.
The first experiment was carried out on the fricatives [dh, f, sh, z,
v, s]. The net was first trained using as input the acoustic vector
resulting from the preprocessing of the first 30 msec of the signal
and then using the acoustic vector resulting from the
preprocessing of the central 30 msec of the speech signal . The
data were preprocessed using a window length of 10 msec and an
overlapping step of 5 msec. Table 2 reports the experiment
results on the training, the validation,  and the testing data. The
results reported are the averaged percentages over 5 simulations.
The standard deviation is also reported.
The results reported in Table 2 are very good when the data are
obtained from the initial 30 msec of the speech signal. The net
performs better than the TDNN reported by Waibel [5,6,7] and
by Esposito et al. [12, 13] and better than the Gamma MLP
network reported by Lawrence et al. [16]. However, when the
central 30 msec of the speech signal are used,  the  phonemes [z]
and [v] are confused. Since the net parameter and the network
architecture were the same, this different behavior could be
attributed to the differences existing in the data. The central 30
msec of these fricatives do not contain enough information to
allow the net to generalize.

5.2. Experiment 2: vowel’s  classification.
The second experiment was carried out on a subset of the
American English vowels. The vowel are: [iy] as in the word
beet,  [ae] as in the word bat, [ao] as in the word bought, [ux] as
in the word toot, [ax] as in the word about, [axr] as in the word
butter. Table 3 reports the results on the training, the validation,
and the testing data. The results reported are the averaged
percentages over 5 simulations. The standard deviation is also
reported.
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In the case of vowels the best results are obtained when the set of
data are extracted from the central 30 msec of the speech signal.
In such case, the net generalizes very well  and the classification
performances are very good either on the training, the validation,
and the testing set. When the set of data extracted from the first

30 msec of signal is used, the net is unable to learn all the vowels
and in particular the vowel [ux] which is mostly confused with
the vowel [iy]. This result is expected since the vowels [iy] and
[ux] are very similar, expecially at the vowel onset.

Results obtained on the first 30 msec of the speech signal
Training [dh] [f] [sh] [z] [v] [s]
99.6%
0.01

99.35%
0.03

98.5%
0.15

99.5%
0.07

99.9%
0

99.7%
0

99.95%
0.01

Validation [dh] [f] [sh] [z] [v] [s]
98%
0.12

97.8%
0.41

92%
0.9

98.8%
0

98%
0

98%
0.3

99.3%
0.2

Testing [dh] [f] [sh] [z] [v] [s]
98.5%

0.3
98.7%

1.8
96%
0.33

97%
0.28

98%
0

99.3%
0

99.3%
0.09

Results obtained on the central 30 msec of the speech signal
Training [dh] [f] [sh] [z] [v] [s]

99.7%
0.01

99.5%
0.05

98.8%
0.15

99.8%
0

99.8%
0

99.7%
0

99.8%
0

Validation [dh] [f] [sh] [z] [v] [s]
72%
0.17

100%
0

94%
1.4

98.7%
0

0%
0

0%
0

99.6%
0

Testing [dh] [f] [sh] [z] [v] [s]
72%
0.21

100%
0

95.8%
0.6

97.5%
0

1%
1,13

0%
0

99.6%
0

Table 2. Averaged net classification performance (for fricatives) on the training, validation, and testing data. The net was trained for
1300 epochs in all the five simulations and for both the set of data. Also reported is the standard deviation.

Results obtained on thefirst 30 msec of the speech signal
Training [iy] [ae] [ao] [ux] [ax] [axr]

91%
0.08

99.8%
0

99%
0.12

99.6%
0

1.5%
0.52

98.5%
0.55

97.2%
0.38

Validation [iy] [ae] [ao] [ux] [ax] [axr]
96.9%

3.2
97.2%
2.86

99.2%
0

98.65%
0.2

82%
37

98.9%
1.25

97.6
0.20

Testing [iy] [ae] [ao] [ux] [ax] [axr]
97.7%
0.42

100%
0

99%
0.1

98.6%
0.3

99.6%
0.3

96%
2.6

91.46%
0.58

Results obtained on the central 30 msec of the speech signal
Training [iy] [ae] [ao] [ux] [ax] [axr]
99.6%
0.07

100%
0

99.8%
0.04

99.6%
0

99.6%
0.19

99.5%
0.11

98.3%
0.52

Validation [iy] [ae] [ao] [ux] [ax] [axr]
99.4%
0.04

100%
0

99.7%
0.20

99%
0.20

99%
0

99%
0.15

99%
0.13

Testing [iy] [ae] [ao] [ux] [ax] [axr]
98.4%
0.28

100%
0

99.7%
0

99%
0.16

100%
0

95.3%
1.83

96%
0.44

Table 3. Averaged net  classification performances (for vowels) on the training, validation, and  testing data . The net was trained for
1350 epochs in all the five simulations and for both the set of data. Also reported is the standard deviation.

5.3. Experiment 3: nasal’s classification.
The third experiment was carried out in order to test the net
classification performances for [m,n]. Table 4 reports the results
on the training, validation,  and testing data. The results reported
are the averaged percentages over 5 simulations. The standard
deviation is also reported.

The best network performances are obtained on the data extracted
from the first 30 msec of the speech signal suggesting that for
nasals, as for fricatives the part of the speech signal that contains
more information on the identity of the consonants is the onset.
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6. DISCUSSION AND CONCLUSION
This study introduces a simple and efficient methodology for
classifying complex phonemes such as vowels, fricatives and
nasals. It also suggests that it is possible to reduces the amount of
useful data to obtain good classification’s performances.
Furthermore, this reduction allows to save memory space and the
computational time required to train and test the network. From
an acoustic point of view it is interesting to note that the
experiments performed suggested that the spectral features which
bring information on the phonemes identity can be extracted from
a small piece of the speech signal (the first 30 msec for fricatives
and nasals, the central 30 msec for vowels). This is very
important for applications, since  an algorithm which  is able to
extract features from speech segments  can works better on a

Results obtained on the first 30 msec of the
speech signal

Training [n] [m]
97%
0.7

98%
1

94%
0.04

Validation [n] [m]
97%
0.92

99%
0.12

93.3%
1.37

Testing [n] [m]
97%
0.48

99.7%
0.72

91%
0.96

Results obtained on the central 30 msec of
the speech signal

Training [n] [m]
97%
0.5

99%
0.9

94%
0.26

Validation [n] [m]
82.4%
10.6

99%
0.06

53%
29.56

Testing [n] [m]
90%
10.5

93%
9

84%
15.8

Table 4. Averaged net classification performances (for nasals) on
the training, validation, and testing data. The net was trained for
364 epochs in all the five simulations and for both the set of data.

Also reported is the standard deviation.

small piece of signal instead of a longer one.  Moreover, the
preprocessing of only 30 msec of signal avoids  to the algorithm
to extract acoustical features which can belong to adjacent
phonemes. The suggested network architecture allows a better
generalization of the problem, and a big  improvement of the
classification perfomances with respect previous results reported
in literature [ 5, 6, 7, 9, 10, 11, 12, 13, 16].
Considering the database from which the phonemes’ features
were extracted and the variability present in the data (since the
speakers comes from different USA regions) the performances
obtained are particularly good and can only slightly  be improved
in a future work.

In fact, the results on  the testing data gave the 98.5% of correct
classification for vowels and fricatives, and the 97% of correct
classification for nasals. Classification experiments using other
phonemes, such as stops, affricates and the entire set of English
vowels will be object of a future work.
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