
IMPLICATIONS FOR WORD RECOGNITION OF PHONETIC
DEPENDENCIES BETWEEN SYLLABLE ONSETS AND CODAS

Noël Nguyen1 & Sarah Hawkins2

1 Laboratory for Psycholinguistics, University of Geneva, Switzerland
2 Department of Linguistics, University of Cambridge, United Kingdom

ABSTRACT

Acoustic cues to a given phonological contrast may extend over
long stretches of time. Thus, recent findings show that syllable-
onset /l/s are slightly longer and darker in syllables with voiced
codas, compared with voiceless ones, and that, in certain
conditions, these acoustic differences play a role in word
recognition. It is argued that coda-dependent variations in onset
/l/s contribute to enhancing two major perceptual properties
associated with coda voicing. We further suggest that the
listener's sensitivity to these phonetic dependencies between
syllable onsets and codas is at variance with segmental models
of word recognition in which acoustic cues are integrated over
short time intervals. Our findings provide support for an
alternative, non-segmental approach, according to which
distributed acoustic cues are central to word recognition and
acoustic-phonetic fine-detail is available at the initial contact
stage of lexical access.

1.  INTRODUCTION
Traditionally, coarticulation is seen in speech perception
research primarily as a “local” phenomenon, smoothing the
transitions between adjacent phonetic segments, or, at most,
affecting vowels in adjacent syllables. Although this view
acknowledges the existence of more long-range instances of
coarticulation, e.g. labialization and nasalization in many
languages, such instances are restricted to a small set of
properties that can spread over several segments as long as they
are compatible with the requirements for the current sound; they
are not seen as enhancing a property that is at some distance
from the influenced segment, and may not even be an essential
part of the influencing segment. This traditional view assumes
that at some level there are invariant, discrete units of
perception as well as production, with regular principles
governing their acoustic realizations. The traditional view also
assumes that features or phonemes can be produced and
perceived in parallel. Despite this assumption, however, and
with some notable exceptions, the typical emphasis of speech
perception models is on identifying the feature bundle or
phoneme that dominates the current acoustic segment.

Similarly, in most current psycholinguistic models of word
recognition, the acoustic signal is reduced to a small number of
features at an early stage of processing, and lexical access is
thus based upon an abstract phonological representation of the
utterance (see [3] for a review). Coarticulatory properties can
only contribute to building an infralexical representation, and
are not involved in the selection of the target word within the

lexicon. There is however an opposite approach, which posits
that the exploration of the lexicon is directly sensitive to the
fine-grained acoustic structure of the speech signal. In this
“multiple-cue” view, the level of activation of each lexical
candidate is continuously updated as coarticulatory cues become
available to the listener. Thus, whereas theories that posit early
extraction of features imply that small coarticulatory details are
disposed of before the contact with the lexicon is established,
multiple-cue theories hold that coarticulatory information
propagates up to the lexical level in word recognition.

It was unclear until recently whether or not coarticulatory
cues are directly brought into play in the recognition of words,
but recent studies suggest that coarticulation does play a direct
role in word recognition. Gating experiments show that
anticipatory coarticulatory cues to a word-final consonant allow
the listener to start identifying the carrier word well before the
end of the preceding vowel [22]. Lexical access can be disrupted
when coarticulatory cues to the place of articulation of a
monosyllable-final stop are distorted by cross-splicing: response
times are longer to cross-spiced stimuli than to control stimuli in
a lexical-decision task [13]. Similarly, rule-based formant
synthesis sounds better and is more intelligible, especially in
background noise, when it includes subtle acoustic cues like
those associated with vowel-to-vowel coarticulation [8,21].

This paper offers further empirical evidence for the role of
subtle acoustic-phonetic detail in word recognition. It describes
a recent study of acoustic cues to the voicing of a syllable-final
stop that are potentially available in the syllable onset, and a
first attempt to capture such long-term dependencies between
onsets and codas using a neural net. Implications for theories of
coarticulation and models of word recognition are discussed.

2.  CUES IN SYLLABLE ONSETS TO THE VOICING OF
SYLLABLE CODAS

2.1.  Acoustic measurements
It is well established that syllables have longer vowels

when their codas are voiced rather than voiceless. Syllable-onset
/l/s and other sonorants can also be longer in syllables with
voiced codas compared with voiceless codas [18,19]. Using pairs
of read /(C)lVC/s differing in the voicing of the final stop, we
confirmed this pattern for 4 speakers of British English. In
addition, we showed that onset /l/ was darker before voiced than
voiceless codas for 3 of the 4 regional accents represented [6,7].
The fourth speaker/accent systematically made a different
spectral distinction. We discuss here only the first 3 speakers’
data.
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On average, /l/ was only 4 ms longer before a voiced coda
than before a voiceless one, but the difference was strongly
significant. In addition, F2 frequency was generally lower for /l/
when the syllable coda was voiced rather than voiceless.
Interestingly, the spectral variations associated with coda
voicing were confined to the onset /l/ and did not extend into the
following vowel. The spectral center of gravity was significantly
lower in frequency before a voiced coda than before a voiceless
one at the midpoint of /l/, but not at the offset of /l/ or in the
initial part of the following vowel. Thus, our results indicated
that onset /l/s are slightly longer and darker when the syllable
coda is voiced rather than voiceless. They further suggest that
acoustic cues to coda voicing are potentially available in a non-
adjacent segment at the other end of the syllable.

2.2.  Perceptual data
To determine whether acoustic variations in onset /l/s associated
with coda voicing can be used by listeners in word recognition,
subjects were presented with the pairs of /(C)lVC/ syllables in a
speeded lexical-decision task. In addition to differing in coda
voicing, the two members of each pair also differed in lexical
status, i.e. one was an English word (e.g. lark) and the other a
non-word (larg). From each pair, 2 more stimuli were generated
by cross-splicing the syllable onsets. Various controls and fillers
were included. We hypothesized that reaction times would be
longer for the cross-spliced syllables than for the original ones,
if acoustic properties of /l/ are associated with the voicing of the
coda for the listener. The results showed no main effect of cross-
splicing on reaction times. For the voiceless-coda words,
however, responses to cross-spliced stimuli were delayed to a
greater extent relative to the baseline when the acoustic changes
made to the syllable onset were larger in magnitude. Thus, in
some circumstances at least, listeners did seem to pay attention
to the acoustic structure of an onset /l/ as a cue to coda voicing
in word recognition.

2.3.  Capturing distributed cues to coda voicing using a
neural network

To provide further support for our acoustic and perceptual
findings, we developed a small automatic speech recognizer,
whose task was to map the /(C)lVC/ syllables of which our
material was composed onto a set of distinctive features. Our
aim was to establish whether coda-dependent variations in onset
/l/s were acoustically salient enough to be captured by the
recognizer. In such a case, we would expect the recognizer to be
able to identify coda voicing with better-than-chance accuracy
from the preceding /lV/ sequence. We used a standard recurrent
neural net with time-delayed feedback links from the hidden
layer to itself. Such recurrent connections amount to providing
the net with a memory, as the output response is made
dependent on both the current input and the net's previous
internal state. The speech signal was converted into a series of
spectral frames which were presented to the net sequentially.
During training, the net was taught to associate each spectral
frame with a vector of target feature values. Crucially, syllables
were specified as having a voiced or voiceless coda from the
beginning of the onset /l/.

Preliminary tests using acoustic data for one speaker
indicated that the net could to some extent distinguish between
voiced-coda syllables and voiceless-coda syllables from the
onset-/l/+vowel sequence. Thus, the activation level of the
output unit associated with +voiced gradually increased from the
midpoint of /l/ to the end of the vowel for voiced-coda syllables
and decreased for voiceless-coda syllables. However, differences

in activation level for +voiced and −voiced remained small
throughout the /l/ and the vowel, as discussed in the next
section.

3. IMPLICATIONS FOR MODELS OF WORD
RECOGNITION

To summarize, we found that a syllable-onset /l/ was slightly
longer and darker before a voiced coda than before a voiceless
one, and that, under certain conditions at least, listeners are
sensitive to these differences in a lexical-decision task. Coda-
dependent variations in the acoustic shape of /l/ are small, as are
their effects on the listeners' behaviour. But it is precisely
because they are small and subtle, yet have some perceptual
influence, that we think they might have interesting implications
for current models of speech perception and word recognition.

The first implication is that acoustic cues associated with a
given distinctive feature can be spread over long stretches of
time in the speech signal. Our experiment more particularly
suggested that cues to the voicing of a coda obstruent are
available throughout the syllable. Some of these cues extend
over contiguous segments: thus, the durational variations of
onset /l/ depending on coda voicing may be regarded as an
extension of those shown by the vowel nucleus itself. Other
cues, however, appear to be distributed over non-adjacent
regions within the syllable: coda-dependent spectral differences
were in general restricted to the onset /l/ and died away in the
transition between /l/ and the following vowel. Such extended
links between cues to the same phonological contrast are clearly
different from the localized intersegmental interactions that are
dealt with in many studies on the perception of coarticulated
speech (e.g. coarticulatory cues to place of stop articulation).

As pointed out above, coda-dependent variations in the
acoustic structure of onset /l/ were on average relatively small.
Indeed, on their own, the durational and spectral cues to coda
voicing potentially available in the onset seem likely to have
only the weakest of effects on the identification of words.
However, such weak cues may still be relevant to the listener if
we assume that they combine with or enhance other acoustic
correlates of phonetic distinctions. We have suggested [6], that
acoustic changes in onset /l/s may contribute to two major
perceptual properties associated with stop voicing, namely the
C:V duration ratio and the Low-Frequency (LF) properties [11].
The C:V duration ratio represents the ratio of consonant
duration to preceding vowel duration, with smaller ratios
characterizing voiced consonants. The LF property refers to the
presence of low-frequency energy in the vicinity of the vowel-
consonant boundary for voiced stops (lower F1 frequency at
vowel offset + voicing in the stop closure). Longer onset /l/s
before voiced codas could contribute to the C:V duration ratio if
this property is redefined to include the duration of the syllable
onset. Darker /l/s before voiced codas might contribute to the
Low-Frequency property, because their spectral center of gravity
is lower than for clearer /l/s. Inasmuch as the low center of
gravity stemmed from differences in the higher frequencies
rather than in F0-F1, our observed effect may be
psychoacoustically distinct from  Kingston and Diehl [11]'s LF
property, but it bears some resemblance to it. Thus, the acoustic
characteristics of onset /l/s do seem to combine naturally with
those of the following phonetic segments to enhance perceptual
properties linked to voicing of the coda.

Onset cues to coda voicing seem bound to be overlooked in
an atomistic approach to speech perception, based on the
assumption that the speech signal is decomposed into a linear
sequence of segments and that each segment is itself partitioned
into a small number of orthogonal acoustic properties. There is
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however a good deal of evidence showing that cues to voicing in
obstruents are not orthogonal. The durations of the consonant
closure and the preceding vowel, for example, covary so as to
enhance each one’s effect on the perception of the voicing
contrast [11]. Likewise, periodicity during the stop closure and
low F1 frequency at the end of the vowel mutually enhance one
another. Notice that the durational and spectral variations of /l/
may not be themselves perceptually independent of each other.
According to [15], duration per se contributes to /l/ being
perceived as darker or clearer: longer /l/s sound darker, other
things equal. It is thus conceivable that the longer duration of
onset /l/s when the coda is voiced further increases /l/'s degree
of darkness, thereby reinforcing the perceptual effect resulting
from the lowering of F2 for /l/ in this context. Hence, coda-
dependent variations of onset /l/s, although acoustically subtle,
may integrate with other available cues to coda voicing to give
rise to salient higher-level perceptual properties.

In our view, long-domain acoustic cues to phonological
contrasts have a central role to play in the recognition of words
for at least three reasons. First, because they are distributed over
long time intervals, these cues contribute to making word
recognition more resistant to background noise as well as to
speech errors (i.e. mispronunciations). For instance, West [23]
has recently shown that English words containing liquids (e.g.
pirate) are still correctly identified by listeners when the liquid
is replaced by noise, owing to the resonance effects typically
extended over several syllables in the realization of liquids in
English [10]. Second, long-domain acoustic cues allow words to
be recognized faster. By providing the listener with early
information about the identity of the target word, they are likely
to speed up the rejection of competitors from the initial set of
candidates. And finally, such cues might help listeners to correct
identification errors. Listeners seem able to back-track to
reinterpret acoustic information quite a long time after a
misperception, reconstructing an entire phrase and seeming to
'hear' that the reconstruction is more satisfactory than the
original interpretation. Presumably this process is possible only
if the acoustic trace of the signal is available; it could be held in
a temporary memory that makes no lexical contact, but if
episodic memory were directly involved in lexical access, then
back-tracking of this type could be a natural consequence.

The listener's sensitivity to changes in onset /l/ depending
on coda voicing suggests that acoustic cues associated with a
given phonological contrast can be integrated over a long time
window by the perceptual system. To our knowledge, however,
none of the current computational models of word recognition
contains such a long-range integration device. The TRACE
interactive activation model of speech perception [14] for
example, seems designed to deal with local influences between
adjacent segments only. This is accomplished in two ways. First,
detectors for adjacent phonemes operate over partially
overlapping time windows, thus allowing a phoneme to be
detected as the preceding one is being processed. Second,
phoneme detectors can modulate the weights of the connections
between features and phonemes in adjacent time slices; in other
words, features activate phonemes in a context-dependent
manner. It might be possible to make the model more sensitive
to long-domain segmental dependencies by extending this
weight-modulation process to more distant time slices, but this
would require substantial increases in the number of degrees of
freedom of the model, at the expense of its explanatory power.

Recurrent neural nets (RNNs) have been introduced to
account more realistically than TRACE can for how listeners
deal with the temporal dimension of speech. TRACE

reduplicates complete sets of detectors for successive time
slices. As indicated above, RNNs allow input patterns to be
processed in a context-dependent way by feeding the net's
previous state of activation back into the system (differences
between TRACE and RNNs are discussed in [16]). However,
simple RNNs, such as the one we used for our preliminary tests,
have a short-span memory limited to the immediately previous
time frame. This might explain why our automatic classifier was
not very good at differentiating voiced-coda syllables from
voiceless-coda syllables using the information available in the
onset liquid and the following vowel (T. Robinson, pers.
comm.). More extended dependencies such as the one we have
assumed to exist between the frequency of the spectral center of
gravity of the onset /l/ and the presence/absence of low-
frequency properties at the vowel offset may prove difficult to
capture using a network of this kind.

Current connectionist models of word recognition therefore
seem to be limited in their ability to track acoustic cues
distributed over stretches of the signal as long or longer than a
syllable. It is tempting to attribute these limitations to the fact
that word recognition is still often seen as a process which
entails converting the signal into a sequence of discrete
segments. This approach is particularly true for TRACE, which
assumes that the signal-to-lexicon mapping is achieved via an
intermediate phoneme layer. This is also the prevalent view in
speech technology: current HMM-based automatic speech
recognizers typically use context-dependent phone models, the
context for each phone being restricted to its adjacent
neighbours.

We believe that long-domain dependencies between
acoustic cues to a distinctive feature provide strong support for
an alternative approach in which partitioning the speech signal
into segments is not essential to lexical access. The new,
phonetically-informed model of word recognition we propose
(see also [5,6]) is based on a set of assumptions which for the
purposes of the present discussion can be stated as follows: 1)
the listener makes use of all the available cues allowing a target
word to be differentiated from its competitors in the
identification of that word; 2) speech is processed using at least
two time windows, a short one for rapid events and a long one
for distributed acoustic properties; 3) words are recognized by
mapping a fine-grained auditory representation of the acoustic
input directly onto the lexicon.

Assumption 1 amounts in essence to saying that more cues
are better than fewer [2], and that taking into account every
available cue to the identity of the target word is the best way of
preventing identification errors from occurring in non-optimal
listening conditions. As argued above, some cues associated
with a given contrastive perceptual property may be mutually
enhancing, which entails that each incoming cue enhances the
salience of those already available to the listener. It has been
suggested that the processing resources of the perceptual system
may be too limited to allow fined-grained acoustic properties to
be brought into play in lexical access, but recent findings (e.g.
[17]) suggest that listeners are sensitive to a great variety of
acoustic details in speech processing.

Assumption 2 derives from the distinction between, on the
one hand, relatively rapid events such as local intersegmental
transitions and a wealth of evidence that is neatly captured by
the concept of landmarks [20], and on the other hand larger sets
of inter-connected cues within and across syllables. Typically,
the former (short-term) events carry a lot of reliable information
about one or two phones, whereas, although the latter (more
distributed) cues may convey weaker information about any

page 649 ICPhS99          San Francisco



given phone, they may strongly affect lexical decisions when
they are consistent [13,9]. Thus we hypothesize that acoustic
variations in the speech signal are tracked along a long time
scale as well as a shorter one. Importantly, both time scales may
be involved in the identification of a given phonological
contrast. For example, the perceived place of articulation of a
stop may depend both on the adjacent sounds and on more
distant ones: an ambiguous stop halfway between /t/ and /k/ may
be heard as more /k/-like in ?aper silliness than in ?ape
problem, due to the contrast between the relatively palatalized
sequence in silliness and the more grave sequence in problem.
We are currently exploring ways of implementing this dual-time
processing strategy in a computational version of our model.

Assumption 3 implies, among other things, that the speech
signal is not (or not necessarily) converted into a linear
sequence of phonemes prior to being matched against lexical
entries. This approach is not new of course (e.g. [13]), but it is
somewhat controversial. We believe that the existence of long-
domain dependencies between cues to a contrastive perceptual
property strengthens the case for a non-segmental view of
speech perception. Our perceptual findings may not be
incompatible with a TRACE-like model, with the addition of a
set of connections between detectors for syllable-initial
phonemes and detectors for syllable-final ones. In a sense,
however, such connections would make the model a little less
segmental, given that they would have to represent syllable
constituents explicitly. More generally, accounting for how
distributed acoustic cues are perceived in the framework of a
phonemic model such as TRACE seems counterintuitive to us,
for we see no convincing reason why distributed acoustic
information should be fed into short-domain detectors
(phonemes), only to be redistributed again as these detectors in
turn activate long-domain units (words).

There are obviously close links between our model and the
Cohort model [13,4] as well as the LAFS model [12]. Cohort
also assumes a continuous modulation in the level of activation
of each word as acoustic information becomes available to the
processing system, with no intermediate phonemic
representation. But our approach is different in its focus on the
role of fine acoustic/auditory details and that of phonetic
dependencies between non-adjacent syllable constituents. LAFS
is based on an assumption that is also central to our model,
namely that words are associated in long-term memory with
time-varying sensory patterns, with which the incoming sensory
pattern is matched in the initial stage of word recognition.
Unlike LAFS, however, our model assumes that words are also
represented in memory as hierarchical phonological structures
which, with experience, are structured into categories. Although
these structures only come into play at a post-lexical level (once
the lexical item corresponding to the incoming sensory pattern
has been retrieved), they allow the model to explain the
observed perceptual commonalities among instances of the same
phonological entity.
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