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ABSTRACT

Speech perception is robust in adverse acoustic conditions when
other sounds mask portions of the signal. Under experimental con-
ditions, intelligibility can remain high even when much of the spec-
trum is removed, and can be further increased when noise fills the
spectral gaps. These results suggest that listeners may be able to
exploit noisy regions during recognition. This paper presents a
joint psychophysical and modelling study into the intelligibility of
band-pass filtered speech. Experiment 1 measured the intelligibil-
ity of digit sequences which were band-pass filtered at a range of
centre frequencies. A model employing missing data techniques
produced qualitatively similar performance to listeners. In experi-
ment 2, listeners were presented with digit sequences filtered into
two widely separated narrow bands. Band limited noise at a range
of levels was added into the spectral gap between the two speech
bands. A small improvement in intelligibility with increasing noise
level was measured. Implications for identification metrics involv-
ing evidence and counter-evidence are discussed.

1. INTRODUCTION

Human speech communication rarely takes place in noiseless con-
ditions. Additional sounds alter the spectral and temporal charac-
teristics of the signal reaching our ears. Despite this, listeners man-
age to interpret the superposition of signals that confronts them
in all but the most adverse conditions. Part of this competence
may stem from the ability to organise this mixture of sounds ac-
cording to their respective sources — a task variously referred to
asauditory scene analysisor auditory grouping[1][5]. Assuming
that grouping, at least in part, precedes identification, listeners may
have to solve amissing data problem. For some spectro-temporal
regions, masking by the attentional background renders recovery
of the complete target source problematic.

One example of the missing data problem is produced by
band-pass filtering. Keyword identification in sentences filtered
into narrow (1/20-octave) bands remains high when the filter is
centred in the mid-frequency region (e.g. 70% at1500 Hz) [17].
The contributions of semantic context, syntax and prosody un-
der similar band-pass filtering conditions have also been investi-
gated [13]. A comparison of the intelligibility of high- and low-
predictability sentences showed that well-defined semantic context
resulted in higher intelligibility across a range of filtering condi-
tions. Additionally, a study comparing the intelligibility of 1/3-
octave bands [7] found that those centred between 750-2500 Hz
gave the highest intelligibility scores.

Further, listeners have been shown to have an ability to per-
ceptually restore phonemes that are masked by louder sounds [14].

This ability, calledphonemic restoration, has been described as a
speech-specific case of auditory induction — a more general facil-
ity to restore sounds masked over short periods of time (see [15]
for a review). In a recent experiment, Warrenet al.[16] investi-
gated a similar form of perceptual restoration of missingfrequency
regions. Listeners were presented with sentences which had been
filtered into two 1/20-octave bands centred at 370 and 6000 Hz.
Band-limited noise at levels ranging from 30 to 80 dB was added
to the spectral gap between the two speech bands. They found
that intelligibility increased as the intensity of the noise grew up
to a level of 60 dB above which intelligibility began to fall. These
findings suggest that listeners make use of the noise in the spec-
tral gap during the recognition process, a process termedspectral
restoration.

The studies presented in this paper extend previous findings
using band-pass filtered speech to digits. Section 2 presents an
experiment which assesses the intelligibility of band-pass filtered
digit sequences. Section 3 investigates the effects of inserting noise
into the spectral gap between two narrow speech bands. The re-
sults from these experiments allow a comparison of human per-
formance to that of a computational model which utilises missing
data techniques to enable recognition from limited acoustic evi-
dence [3][6][4].

2. EXPERIMENT 1: INTELLIGIBILITY OF BAND-PASS
FILTERED DIGIT SEQUENCES

2.1. Stimulus preparation

The stimuli were sequences of 4 and 5 digits from the male test
set of the TI Digits corpus [8] from a range of dialect regions of
American English. 360 sequences selected from the corpus test set
were divided into 9 groups each containing an equal number of 4
and 5 digit sequences, giving 180digits in each group.

Each of the 9 groups was band-pass filtered with gammatone
filters [2] with a different centre frequency (CF) for each group.
Gammatone filtering represents a simple linear model of frequency
selectivity in the peripheral auditory system at moderate sound lev-
els [11]. The 9 CFs employed were those used in [17]: 370, 530,
750, 1100, 1500, 2100, 3000, 4200, and 6000 Hz.

2.2. Procedure

Filtered sequences were presented diotically at a comfortable lis-
tening level over Sennheiser HD 25SP headphones. The seven
subjects were native English speakers and all had been tested to
ensure they possessed normal hearing thresholds (< 20 dB HL at
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frequencies between 250 and 8000 Hz). To compensate for any
possible influence of learning, condition order was randomised be-
tween subjects. No training was given prior to the experiment.
Stimuli were presented by a computer program which also col-
lected and scored responses typed by subjects. The automated
scoring procedure was that commonly employed in the evaluation
of speech recognition systems, which usesdynamic programming
to align the test and reference transcriptions and computes an ac-
curacy measure as the quantity

100*(hits-insertions)/(hits+deletions+substitutions).
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Figure 1: The effects of band-pass filtering. Mean digit accuracy
scores (solid line) are shown with standard errors. Also shown
are mean percentage correct keywords (dashed line) for sentences
filtered into 1/3- and 1/20-octave from data in [17].

2.3. Results

Figure 1 presents mean accuracy scores obtained from the 9 filter-
ing conditions for 7 subjects. Performance remains high for CFs
in the range 1100-4200 Hz. Digit accuracy scores were subjected
to a two-way ANOVA, which showed a highly significant main
effect of filtering condition [F(8,48) = 112,p < 0.01]. The re-
sponse of subjects within each filtering condition was also signif-
icant [F(6,48) = 5.5,p < 0.01]. On closer inspection, this was
caused entirely by the responses of one subject. Without these
responses, the effect of subject was not significant at the 95%
level. However, the subject’s results were retained in pairwise t-
tests, which demonstrated that the 370, 530 and 750 Hz conditions
were significantly different from the others. CFs in the range 1100-
4200 Hz were different from the 6000 Hz condition [t = 4.7,p <
0.01].

Figure 1 also shows mean keyword correct scores for sen-
tences band-passfiltered with either 1/3- or 1/20-octave filters (from
[17]). The results for digit sequencesshow a similar pattern of per-
formance. Apart from the type of speech material used, the main
difference from [17] lies in the use of auditorily-motivated band-
pass filtering.

3. EXPERIMENT 2: INTELLIGIBILITY OF BAND-PASS
FILTERED DIGIT SEQUENCES WITH INSERTED NOISE

This experiment investigated whether the addition of noise into
the spectral gap between two narrowly filtered bands improves ac-
curacy for digit sequences as has been previously shown for sen-
tences and word-lists [16].

3.1. Stimulus preparation

Experiment 2 used a different selection of 200 sequences, divided
into 5 groups. These sequenceswere filtered using two gammatone
filters with CFs at 370 and 6000 Hz. Each group was assigned a
noise level of either 30, 50, 55, 60, or 70 dB. For each noise level,
noise bandwidths were determined such that the masking effects
on the two bands of speech would remain constant. These tar-
get bandwidths were identified by finding the noise bandwidths
which would ensure a constant noise-power density in each speech
band. Bandwidths computed according to the equal masking cri-
terion were: 30 dB: 550-4650 Hz; 50 dB: 640-2960 Hz; 55 dB:
690-1900 Hz; 60 dB: 750-1600 Hz; and 70 dB: 890-1100 Hz.
Band-limited noise at the required level was synthesised by sum-
ming sinusoids with random phase distributed equally on an ERB
scale over the calculated bandwidth.

The subject group, presentation procedure and data collection
followed that of experiment 1.

3.2. Results

Mean accuracy scores for experiment 2 are shown in figure 2. A
two-way ANOVA showed significant effects of noise level [F(4,24)
= 3.5,p< 0.05] and listeners [F(6,24) = 7,p< 0.01]. Subsequent
tests indicated that the 50 and 55 dB conditions were significantly
different [t = 3.6,p < 0.01], as were the 50 and 60 dB conditions
[t = 2.4,p< 0.025].

Figure 2 also shows the results from [16] which used sentence
material. While performance is much lower due to the different na-
ture of the recognition task, it can be seen that increasing the level
of noise improves intelligibility. Once the noise level is greater
than 60 dB intelligibility begins to fall off. This reduction in per-
formance is less evident in our results.

4. MODELLING STUDIES

Recent work on missing data algorithms for ASR [4] provide a
simple model for the recognition of spectrally-impoverished speech
(see also [9]). The missing data approach is a two stage process
in which reliable regions are first identified by some process, fol-
lowed by recognition using a conventional approach with a modi-
fied probability model. Here, the extent of the missing regions was
supplied manually (although automatic criteria based on energy
could be used). The effect of the number of channels supplied was
also assessed.

Some missing data studies [10] have also used aboundspro-
cedure, which exploits the observed energy in the missing regions.
The idea is to determine whether sufficient energy exists in each
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Figure 2: The effect of adding band-limited noise at a range of
levels into the spectral gap between two narrow bands of speech.
Topmean digit accuracy scores obtained from 7 listeners at 5 noise
conditions with standard errors.Bottommean percentage identifi-
cation scores for keywords in sentences with standard errors for 5
noise conditions (reproduced from data in [16]).

spectral region to have masked the hypothesised speech. This can
be viewed as a model for counter-evidence and was tested as a
possible explanation for spectral restoration.

Acoustic vectors were computed with a 64-channel auditory
filter bank [2] with CFs spaced linearly in ERB-rate from 50 to
8000 Hz. Instantaneous Hilbert envelopes at filter outputs were
smoothed with a first-order filter (time constant = 8 ms) and down-
sampled into 10 ms frames. The male speaker training set of the
TI Digits corpus was used to estimate the parameters of 12 HMMs
(digits 1-9, ‘oh’ and ‘zero’ and a silence model), each with 8 emit-
ting states. Observations in each state were modelled with a 10
component mixture of Gaussians. HTK [18] was used for training,
and a local MATLAB Viterbi decoder adapted for missing data
was used for recognition. Scoring used the same procedure as that
employed in the listening experiments. The recogniser was tested
using 240 utterances from the male test portion of TI Digits. For
the band-pass filtering tests, the recogniser used data in channels

centred around the CFs used in the listening tests.

4.1. Band-pass filtering results

Figure 3 compares listener and model performance for narrowband
digit sequence recognition. As the number of channels supplied
to the model increases, so does overall performance. Accuracy
rises for both listeners and model for CFs up to 1100 Hz, apart
from a dip at 750 Hz for some conditions. Interestingly, listener
performance also shows a dip at this CF. Above 1100 Hz, results
diverge, with a more rapid decline in model accuracy as a function
of CF that that seen with listeners.
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Figure 3: Narrowband digit identification by listeners and a miss-
ing data recogniser.

4.2. Spectral restoration

Following experiment 2, supplying two narrow bands of speech
to the recogniser produced the expected improvement in accuracy
over the single band case, as shown in table 1. However, appli-
cation of the bounds procedure (which was used to great effect in
previous missing data studies [10]) to the stimuli of experiment 2
showed no spectral induction effect for this data (not plotted).

Number of channels 300 Hz band 6000 Hz band Both
1 28 23 51
3 32 19 58
5 41 19 64
7 52 22 73

Table 1: Accuracy scores for single bands and for two bands to-
gether.

5. DISCUSSION AND CONCLUSIONS

Experiment 1 and previous studies have demonstrated the high in-
telligibility of band-passfiltered speech for CFs in the mid-frequency
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region (1000-3000 Hz) despite the apparent paucity of spectral in-
formation available. Why do such narrow bands remain highly
intelligible? Apart from linguistic factors above the lexical level
which are of little consequence here, the filtered bands provide
acoustic evidence of formant and harmonic motion. At frequencies
below 1000 Hz, part of the motion is due to harmonics which is
less useful for acoustic-phonetic distinctions than the F2- and F3-
related motion implicit in the mid-frequency region [13]. Prosodic
information conveyed largely by the lower frequencies is of some
use, however, in segmental cues for syllable boundaries and voic-
ing.

The missing data model shows a rough correspondence with
listeners, but the performance match is quite poor at high frequen-
cies. The representation employed in the model is somewhat crude
and makes no direct use of information-bearing formant-induced
temporal fluctuations [13][7]. Future work will employ temporal
derivatives and accelerations.

It has been suggested that the increase in performance due to
the insertion of noise into the spectral gap for sentences is due to
spectral restoration [16]. How this restoratative process operates
is unknown at present. Warren [15] suggests that the intermediate
noise band allows better integration of information from the two
widely separated speech bands. Without the noise band, these form
a rather unnatural signal which the auditory system may process
as two separate sources initially. Noise in the gap may reduce the
illusion of separateness and allow better evidence combination.

The missing data model presupposes a different explanation,
in which the noise band provides evidence (or the lack of it) for
masking in the mid-frequency region. The main problem with this
approach, highlighted by the modelling results, is that counter-
evidence has a punitive effect. While identification performance
improves with the addition of noise, it does so from a lower base-
line than that provided by two bands without noise.

Our findings suggest that spectral induction plays a smaller
role for digit sequences than other types of speech material. Digit
sequenceswere chosen for these studies due to the ease of develop-
ing recognition models, the existence of corpora, and the possibil-
ity of using fewer subjects overall, since each could be used in all
conditions with a reasonable expectation of comparable difficulty.
However, digits do have significant disadvantages [12]. For in-
stance, intelligibility degrades from almost perfect to chance over
a very narrow SNR range.

Other issues for further study include the effect on intelligi-
bility of reducing the noise bandwidth and corresponding change
in noise spectral shape; the treatment of energy absence versus the
presence of insufficient energy; and the question of which met-
ric best accounts for the combination of reliable spectral regions,
masked regions and (energetically) missing regions.
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